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Background Related Work
Video Diffusion Models (VDM): Leverage Optical Flow by Image Warping: .4
* (Good at generating visually realistic outputs * Capture pixel-level information
* Butoften lacks physical consistency » Utilize the mapping relationship defined in optical flow
» Optical flow is widely used as either input condition 11,2 o
or as auxiliary training objectives 3.4 [ " J
Can we directly provide flow guidance in training? ) 1 L[ : }_) | : } i
* Previous researches used optical flow by image warping o >f»< Bj‘;’rk;".’,?g" > y
* Can we introduce differentiable optical flow to our loss T Fao
function directly? »[ s ame } Eﬂm{ Sh'ﬂeffsfmes }

Methodology

Flow Loss Ljgw -
* Use pretrained differentiable optical flow estimator to extract flow Liccon = Egyn P\(U) |[Do(y +n50) — UHZ]

* Compute distance on predicted flow
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Full Training Objective: foroar? -
e Combine both reconstruction loss and flow loss £e: Noise
» Use w(o) to balance these two terms ol v v
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Hard Gating Strategy: (o) <' S ifo <y -
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e Compute flow loss is time consuming 0 otherwise Loow =5 Boyn [Mo) > _olad) - |1 = f113
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* Use flow loss only when noise scale is small enough

Experimental Results

Experiment Setups:
 Build Image-Text-to-Video VDM on top of Stable Video Diffusion 2.1 (I12V) 5,61, trained on Bridge V2 dataset

Quantitative Result: Ablation on weighting strategies:
o Slightly outperforms the baseline across some benchmarks * Validate what is important when noise is large
* Hard gating mechanism reduces extra training overhead =0T Weighted Average:
— W.A.+w(0)
Method FID | SSIMT PSNR+t LPIPS| FVD ] Training time Con N\ e il 1 L=(1—w()) Lrecon + w(0) - Loow

baseline (£ = Liecon) 127.6907 0.8118  28.8986 0.0651 165.3577  07h 56m 47s

ours + wy—o.o625(c)  129.1449  0.8112 29.0284  0.0626  191.2058  08h 45m 08s gy () s Emphasize Lgoy, in Small-o
ours + wy—o.125(c)  130.1602  0.8097  28.9757  0.0625 161.3095 10h 31m 28s A e S Emphasize £ - smalleo
ours + wWy=0.250(0) 128.6550 0.8118 28.9896 0.0649 179.0681 14h 29m 26s o To0 o lS( ) ) p recon
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*trained with 57,000 steps

* Flow supervision is more effective in low noise stages

Early-stage Motion Stability: Ground Truth
* Our method can generate stable outputs in early steps g
* Optical flow help capture global scene structure

Ground Truth
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Watch the GIFs!
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*sampled with checkpoints trained with 100 steps
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